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Abstract

This deliverable presents the PINNACLE methodology for conducting systematic, user-sourced evaluations of
Al applications in real-world contexts. It provides guidance on evaluation design, data collection and
processing, evaluation metrics, analysis, and the communication of results to Stakeholders and Al Evaluators.
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1. About this Deliverable

1.1. Role of the deliverable

PINNACLE’s goal is to develop a systematic, user-centered approach for evaluating Al
applications from the perspective of end users in real world scenarios/contexts. This deliverable
brings together the methodological work of WP5 into a practical guide for designing, conducting,
analyzing and reporting user-sourced Al evaluations. It builds on the conceptual framework
established in D16 and on the subsequent WP5 outputs concerning data flows, data protection,
and data handling and analysis. Rather than redefining these components, this deliverable
describes how they can be brought together when conducting a user-sourced evaluation. The
protocols and guidance presented here establish the foundations for a larger vision in which
user-sourced Al evaluation could be conducted systematically across larger and more diverse
populations, Al applications and real-world use contexts.

1.2. Relationship to other PINNACLE deliverables

This deliverable builds on the conceptual and methodological foundations established in earlier
deliverables. In particular, D16 defines the main actors, infrastructure and processes of the
PINNACLE approach, including the collection, processing and communication of user-sourced
data. Within WP5, D19 specifies the relevant data flows and dependencies between activities,
D20 establishes the data protection policies and protocols, and D21 defines the procedures for
data handling, cleaning, aggregation and analysis. Thus, this deliverable integrates these outputs
into practical guidance for conducting user-sourced Al evaluations and communicating their
results to stakeholders and participants.

1.3. Structure of this deliverable

The remainder of this deliverable is structured as follows. Section 2 provides an overview of the
PINNACLE user-sourced evaluation approach. Section 3 presents the main considerations for
evaluation design, including scope, stakeholders and participants, while Section 4 focuses on the
design of user-evaluation tasks. Section 5 addresses ethics, data protection and informed consent,
and Section 6 describes the data collection protocol. Section 7 presents the data cleaning and
quality-control procedures, while Section 8 discusses data aggregation and meaningful
comparisons. Section 9 introduces the evaluation metrics used within PINNACLE, and Section 10
describes the analysis, interpretation and reporting of user-sourced evaluations. Finally, Section
11 summarizes the main conclusions, limitations and future directions of the approach.
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2. Overview of the PINNACLE User-Sourced Evaluation
Approach

The PINNACLE approach is designed to support systematic, user-centred evaluation of Al
applications in real-world contexts. It aims to combine the reproducibility and structure of
system-oriented evaluation with the external validity of human—AlI interaction studies by directly
involving end users in the assessment of Al applications.

Within the framework, Stakeholders introduce scenarios or questions of interest, Researchers
translate these into structured Al evaluation tasks, and Al Evaluators (e.g., course participants)
complete the tasks based on their interaction with relevant Al applications. The resulting data are
then collected, cleaned, aggregated and analyzed to generate user-driven insights that can be
communicated back to both stakeholders and participants.

PINNACLE supports both bottom-up and top-down evaluation approaches. In bottom-up
evaluations, users report on Al applications and experiences that emerge from their own everyday
use. In top-down evaluations, participants are provided with a predefined application, scenario or
task to assess. These complementary approaches allow the methodology to capture both naturally
occurring user experiences and more structured, comparable evaluations.

3. Evaluation Design: Scope, Stakeholders and Participants

The design of a user-sourced evaluation begins with the definition of a clear evaluation scenario.
The Stakeholder identifies the question or problem of interest, while the Researcher defines the
scope of the evaluation, including the Al application or system to be examined, the relevant use
context, and the aspects of the user experience or perceived trustworthiness that should be
assessed.

3.1 Evaluation Scope
The evaluation question should be sufficiently specific to guide the design of the task and the
subsequent analysis. Depending on the scenario, the evaluation may focus on a particular Al
application, foundation model, capability, use context, or dimension of Trustworthy Al. The scope
should also identify the type of evidence required, such as users’ perceptions of system
trustworthiness, reported trust, task performance, or qualitative observations.

3.2 Actors & Roles
PINNACLE distinguishes between three main actors: Stakeholders, Researchers and Al
Evaluators. Stakeholders define the evaluation need and are the main recipients of the resulting
insights. Researchers translate the scenario into an appropriate evaluation task and manage the
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collection, processing, analysis and communication of the data. Al Evaluators are the end users
who interact with the Al application and provide the user-sourced evaluation data.

3.3 Participants / Al Evaluators
The profile of the Al Evaluators should be determined according to the evaluation scenario and
the intended use context of the Al application. Participants may be recruited through PINNACLE
educational activities, including the Al in Everyday Life course or other related seminars, or
through online crowdworking platforms such as Prolific. Where relevant, baseline information
such as Al literacy, attitudes towards Al, technological affinity and demographic characteristics
may be used to describe the participant group and support the interpretation of evaluation results.

4. Designing the User-Evaluation Tasks

The user-evaluation task translates the evaluation scenario defined by the Stakeholder into a
structured activity that can be completed by Al Evaluators. Depending on the evaluation scenario
and recruitment context, Al Evaluators may be course participants engaging with several
activities over a longer period, or crowdsourcing participants completing a smaller number of
focused tasks. The Researcher is responsible for ensuring that the task instructions, questions and
response formats are aligned with the evaluation objective and that the resulting data can be
meaningfully aggregated and analyzed.

Depending on the evaluation scenario, tasks may follow either a bottom-up or top-down
approach. Bottom-up tasks allow participants to report on Al applications and experiences arising
from their own everyday use, while top-down tasks provide participants with a predefined Al
application, scenario or activity to assess. In both cases, tasks may combine structured questions
with open-ended responses and may ask participants to report both on observed system behaviors
and on their perceptions of the system, including its compliance with relevant Trustworthy Al
principles.

Task design should prioritize clarity, consistency and usability. Instructions should be sufficiently
detailed to support comparable responses across participants, while avoiding unnecessary
complexity. Where appropriate, tasks should be piloted and refined before wider deployment,
with particular attention to question wording, response options, task duration and the type of
information required for subsequent analysis.

5. Ethics, Data Protection and Informed Consent

User-sourced evaluations must be conducted in accordance with applicable ethical and data
protection requirements. This is particularly important because Al Evaluators may provide
demographic information, questionnaire responses, free-text observations, or descriptions of their
interactions with Al applications that may contain personal or potentially identifying information.
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Participants must receive clear information about the purpose of the evaluation, the data to be
collected and how these data will be used, stored and potentially shared, and must provide
informed consent before participating. During data collection only information necessary for the
evaluation objectives must be collected.

Personal data should be protected through appropriate access controls and, where possible,
participant data should be pseudonymized during processing. Before data are shared or made
publicly available, they should be appropriately anonymized, with particular attention given to
free-text responses in which participants may inadvertently disclose personal information about
themselves or others.

6. Data Collection Protocol

Data collection should be aligned with the evaluation scenario, the characteristics of the Al
Evaluators, and the type of evaluation task being conducted. Depending on the study design, data
may be collected before, during and after an evaluation activity. Baseline data may include
relevant demographic characteristics, Al literacy, attitudes towards Al and affinity for interacting
with technology, while evaluation tasks generate data concerning participants’ interactions with
and assessments of Al applications.

During an Al Evaluation Task, participants may provide both structured and qualitative data.
Depending on the scenario, this may include observed system behaviours, responses produced by
the Al application, ratings of perceived trustworthiness and trust, and open-ended explanations or
observations.

Within PINNACLE, data collection may take place through the Protea' educational platform for
course-related activities and baseline assessments, and through Typeform® for administering
individual AI Evaluation Tasks. Collected data should be associated with sufficient contextual
information to support subsequent cleaning, aggregation and analysis, while following the ethical
and data-protection procedures described in Section 7, D2 and D20.

7. Data Cleaning and Quality Control

Collected data should undergo systematic cleaning and quality-control procedures before
aggregation and analysis. Depending on the evaluation task, this may include checking for
incomplete submissions, missing values, duplicate records, inconsistent responses, invalid entries
and responses that do not meet the requirements of the task. Free-text responses may also require
review to identify irrelevant content or inadvertently disclosed personal information.

' https://protea.space/
2 .
hitps://typeform.com
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Within PINNACLE, data processing is supported through Python-based workflows, enabling
reproducible procedures for handling structured data, managing missing values, transforming
variables and preparing datasets for subsequent analysis.

Once the required quality checks, cleaning and anonymisation procedures have been completed,
the resulting data can be prepared for aggregation and analysis. Detailed data-cleaning and
handling procedures are specified in D21.

8. Data Aggregation and Meaningful Comparisons

User-sourced evaluations may involve different Al applications, underlying models, use contexts,
tasks and participant groups. To make the results easier to analyze in a systematic way, the
collected data should be recorded in a consistent way. This means using the same definitions for
key variables, the same response formats where possible, and enough information about the
evaluation context to understand how and where each response was produced.

Relevant parameters may include the Al application or system evaluated, underlying foundation
model, evaluation task, use context, participant characteristics and evaluation dimension.
Recording these parameters allows responses to be grouped and aggregated at different levels, for
example, across users evaluating the same application or across different applications relying on
the same underlying model.

This is particularly important for bottom-up evaluations, where participants may independently
evaluate different Al applications, models or use contexts. Because the evaluated systems and
experiences may vary substantially, the collected data should be organized using common
descriptors and evaluation dimensions. Harmonization may involve standardizing information
about the application, underlying model, task type, use context, participant characteristics,
interaction conditions and reported outcomes. This makes it possible to identify recurring patterns
across otherwise diverse user reports while retaining the contextual information needed to
interpret differences between them. For example, responses may be grouped according to the type
of Al application evaluated, the Trustworthy AI principle being assessed, or the level of
experience and Al literacy of the participant. Following cleaning, the resulting data can be
aggregated for subsequent analysis and metric calculation.

In top-down evaluations, participants are provided with a predefined Al application, model,
scenario and/or evaluation task. This generally creates more consistent conditions across
participants and therefore supports more direct comparisons. Nevertheless, harmonization
remains necessary because participants may differ in their backgrounds, prior experience,
interpretation of the instructions and interaction with the system. The evaluation protocol should
therefore define common task instructions, response formats, contextual variables and scoring
procedures. Any deviations from the prescribed task should be recorded where possible, since
they may affect the comparability of responses. Data from top-down evaluations can then be
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aggregated across participants, task repetitions or experimental conditions, while preserving
relevant information about participant characteristics and evaluation context.

9. Evaluation Metrics

The evaluation metrics used in PINNACLE are designed to capture both users’ assessments of Al
systems and characteristics of the users themselves that may influence those assessments. The
choice of metrics should depend on the evaluation scenario and the questions posed by the
Stakeholder.

A first group of measures concerns the Al Evaluators. Baseline measures may include
demographic characteristics, Al literacy, general attitudes towards Al and affinity for technology.
Within PINNACLE, these are assessed using instruments such as the Artificial Intelligence
Literacy Scale (AILS)’, the General Attitudes toward Artificial Intelligence Scale (GAAIS)* and
the Affinity for Technology Interaction (ATI) Scale.” These measures provide contextual
information that can support the interpretation and comparison of user evaluations.

A second group of measures focuses on the Al system or application being evaluated.
PINNACLE captures users’ perceived trustworthiness through general assessments of whether an
application is worthy of trust, together with ratings concerning its perceived compliance with the
seven principles of Trustworthy Al. These assessments may be complemented by open-ended
responses that allow participants to explain the reasoning behind their ratings.

PINNACLE also distinguishes perceived system trustworthiness from users’ trust in the
application. Trust may be assessed using validated instruments such as the Human—Computer
Trust Scale (HCTS)®, together with direct self-reported measures of general and task-specific
trust.

Where appropriate, these measures can be aggregated across participants, applications, tasks or
evaluation contexts. The resulting metrics should be reported together with appropriate measures
of variability or statistical uncertainty, particularly when comparisons are made between groups
or evaluation conditions.

¥ Wang, B., Rau, P. L. P,, & Yuan, T. (2023). Measuring user competence in using artificial intelligence:
validity and reliability of artificial intelligence literacy scale. Behaviour & information technology, 42(9),
1324-1337.

4 Schepman, A., & Rodway, P. (2024). The measurement of attitudes towards artificial intelligence: An
overview and recommendations. The Impact of Artificial Intelligence on Societies: Understanding Attitude
Formation Towards Al, 9-24.

5 Franke, T., Attig, C., & Wessel, D. (2019). A personal resource for technology interaction: development and
validation of the affinity for technology interaction (ATI) scale. International Journal of Human—Computer
Interaction, 35(6), 456-467.

6 Gulati, S., Sousa, S., & Lamas, D. (2019). Design, development and evaluation of a human-computer trust
scale. Behaviour & Information Technology, 38(10), 1004-1015.
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10. Analysis, Interpretation and Reporting of User-Sourced
Evaluations

The analysis of user-sourced evaluations should combine the quantitative measures and
qualitative feedback collected through the evaluation tasks. Quantitative responses can be
summarized using appropriate descriptive and statistical analyses, including distributions and
comparisons between relevant participant groups, applications or evaluation conditions. Where
appropriate, analyses should also examine relationships between user characteristics, such as Al
literacy or attitudes towards Al, and evaluation outcomes.

Free-text responses can be analysed qualitatively, for example, through thematic or topic analysis,
to identify recurring themes, patterns, observations and concerns. This analysis may focus on
participants’ explanations for their ratings, descriptions of system behavior, perceived strengths
and weaknesses, or indications of potential risks and harms. Qualitative findings should be
interpreted in relation to the evaluation scenario and, where possible, linked to the corresponding
quantitative results.

Together, these forms of evidence can provide a more complete picture of how users perceive and
experience the Al application being evaluated.

Results should be interpreted in relation to the evaluation scenario, participant characteristics and
use context. Analysis may also compare groups of participants based on characteristics such as Al
literacy, attitudes towards Al, affinity for technology or relevant demographic factors. Particular
care should be taken when comparing results across different Al applications, participant groups
or evaluation conditions, especially where sample sizes or interaction contexts differ. Appropriate
measures of variability and statistical uncertainty should accompany aggregated metrics where
relevant.

The results of an evaluation should be communicated separately to the Stakeholder who initiated
the evaluation and to the Al Evaluators who contributed their data. Although both audiences
should receive an accurate account of the findings, the content, level of detail and presentation
should reflect their different needs.

10.1 Reporting to Stakeholders: A basic template

Stakeholder-facing reporting should explain how the evaluation addresses the original question
and should provide sufficient methodological detail to support informed interpretation and
decision-making. A stakeholder report should normally include:

the evaluation question and the proposed use of the findings,

the Al application(s), model or use context evaluated,

the evaluation design, mentioning if the approach was bottom-up or top-down,
the number and characteristics of the Al Evaluators,

11
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a general description of the evaluation task, measures and the data collection procedure,
the main quantitative and qualitative findings,

relevant comparisons between applications, tasks, participant groups or evaluation
conditions,

the relationship between the findings and the main evaluation question,

measures of variability or statistical uncertainty where appropriate,

limitations, including sample characteristics, missing data, task constraints and possible
sources of bias.

Results should be presented in a way that distinguishes clearly between observed user responses,
aggregated metrics and researcher interpretation. Stakeholders should also be informed when
findings should not be generalized beyond the evaluated participants, task or context. Where
possible, reporting should include clear tables or visualisations that allow stakeholders to identify
patterns, differences and areas requiring further investigation.

10.2 Reporting to AI Evaluators: A basic template

Al Evaluators should receive an accessible summary of the evaluation outcomes and of their
contribution to the process. This communication should avoid unnecessary technical terminology
and should explain:

what question the evaluation addressed,

how many participants contributed and, where appropriate, the general characteristics of
the participant group,

what types of tasks and measures were used,

the main patterns in participants’ assessments,

how the results relate to perceived trustworthiness, trust or other evaluated dimensions,

the main limitations and uncertainties associated with the findings.

Communicating results to the participants should use clear language and accessible visualizations
where useful. It should not disclose individual responses or information that could identify
participants. Where results are based on small samples or exploratory analyses, this should be
stated explicitly.

In line with PINNACLE’s citizen-science orientation, communicating findings back to
participants is an important part of the evaluation process rather than an optional dissemination
activity. Where appropriate, results and visualizations may be shared through the platform used
for the evaluation and presented in a follow-up session and discussed with the Al Evaluators /
Participants. These discussions can help clarify how participants interpreted the task and may help
inform subsequent evaluation activities.

12
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11. Conclusions, Limitations and Future Directions

This deliverable has presented the main methodological considerations for conducting
user-sourced evaluations of Al applications within the PINNACLE framework. The approach
places end users at the center of the evaluation process while maintaining sufficient structure to
support systematic data collection, aggregation, analysis and comparison. It therefore contributes
to PINNACLE’s broader objective of bridging systematic Al evaluation with the study of how Al
systems are experienced by users in real-world contexts.

The methodology developed within PINNACLE represents an initial step towards a broader
user-evaluation benchmark rather than a fully validated large-scale benchmarking infrastructure.
Evaluations conducted within the project involve a limited number of participants, applications
and use contexts, and the findings should therefore be interpreted within the scope of the specific
evaluation scenarios in which they were produced. Bottom-up evaluations may also introduce
considerable variation in the applications, contexts and interactions reported by participants,
while top-down evaluations offer greater comparability but may capture a narrower range of
real-world experiences.

Future development of the approach should therefore examine its application across larger and
more diverse participant populations, Al applications, foundation models and use contexts.
Further work may also consider more scalable technical infrastructure for participant recruitment,
evaluation-task administration, data processing and reporting, as well as continued refinement of
the aggregation procedures and evaluation metrics.

Overall, PINNACLE provides a foundation for participatory Al evaluation by systematically
capturing users’ experiences and communicating the findings to Stakeholders and Al Evaluators.

13
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